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Abstract

Macrosprovide onepotentialavenuefor researchnto learn-

ing for planning. Most existing macro-learningnethodsac-

quire only macrosthat are obsenable from given example
plans. This meansthey cannotlearn other macrosthat are

not obsenable from their training examples. A randomly
selectedcollection of examplesmight not encompassnary

useful macros. However, a macrolibrary shouldcontaina

comprehensk collectionof macros. In this work, we learn

macrosthat are not obserable from given example plans.
Further we shav theimportanceof viewing macro-learning
as a searchproblem. With a view to building a macro-
library, we particularlyinvestigate the potentialof exploring

thewholemacrospaceandthusgive interestingnsights.

Intr oduction

Macrosprovide onepotentialavenuefor knowledgeassisted
planning. Macros are collectionsof actionsappliedat one

time like single actions. They thereforeallow planningof

sev/eralstepsatatime. Macrosrepresenteusablelanfrag-

ments(Fikes,Hart, andNilsson1972), particularlythatare

frequently used (Minton 1985) or causallylinked (Botea
etal. 2005)or solwve dif cult subproblemgMinton 1985).

Macros captureaction sequenceshat help avoid trouble-

someregions(e.g. valleys) on the searchspace(lba 1989)

or recoverfrom problematicsituationge.g. plateausyuring

search(ColesandSmith2007a).

Macros encapsulatecertain domain propertieslike ab-
stractiongBoteaet al. 2005; Armano,Cherchi,andVargiu
2005) and also certain problem structureslike symmetry
(Colesand Smith 2007a). Further macroscaptureplanner
behaiours asthey compriseactionsselectedbetweendis-
tinct choicepoints(McCluskey 1987). Macrosalsocapture
local searchto nd bettersuccessonodes(e.g. in Rubik's
Cube)especiallywhentheimmediatesearceighbourhood
is not good (Korf 1985). Macros, during planning, pro-
vide additionalsearchneighbourhoodsnd thus transform
the searchspace. The modi ed searchspacemight appear
moreaccessibléo the plannercomparedo whenno macro
is used. As a result,a goal might be readed quickly and
problemsthatareunsolvablé might becomesolvable

1By solvability we mean,using the original domain, whether
theplannercansolve the problemwithin givenresourcee.g. time,
memory etc.)limits. Whetherthegoalof aproblemcanbeattained
in agivencontet is discussedinderthetermreadability.

Onekey questionto be answeredwvhile selectinga few
macrosfor future reuse(asin (Botea,Miller, and Schaef-
fer 2007))or building a macro-library(similar to the onein
(Colesand Smith 2007b))for a given domain-plannepair
is what macrosare to be acquired. Most existing macro-
learning methodsgeneratemacrosexploiting speci ¢ do-
main properties(e.g. symmetry),problemstructures(e.g.
abstractcomponents)plannerbehaiours (e.g. plateaus),
or plan characteristic{e.g. causallinks). Even a recent
method(Newtonetal. 2007)whichdoesnotexploit any spe-
ci ¢ characteristicsearnsonly macrosthatoccurin plans.
Neverthelessmostexistingmacro-learningnethodsexplore
only macroghatareobservabldrom their givenmacrogen-
erationsourcé. Thereforejike ary example-basetearning
approacheghey cannot(or do not) learna large numberof
macrosthatarenot obsenablefrom the given macrogener
ationsource A macromightnotbeobsenrablefrom agiven
examplecollectionbecaus¢he examplesmight not contain
themacro.Also, thereasommight be thatthe plannemever
exploresthe macros actionsequencein which case no ex-
ampleplanwill containthesequence.

In this work, we considerexploring macrosthat are not
obsenablefrom givenexampleplans. They areexploredin
additionto the obsenable macrosthat are learntby exist-
ing macro-learningnethods.For this, we extendthe work
in (Newton etal. 2007)consideringts skeletonasa frame-
work. The frameavork providesa generaliseanechanismno
learningmacrosfor a given domain-plannepair. It gen-
eratesmacrosby using a geneticapproachand evaluates
themby solving problemsandmeasuringsolutiontimes. To
malke the macrosavailable to the planner the macrosare
compiledinto regularactions;thereforethemechanisntur-
rently works only with the propositiona( STRIPS)andnu-
merical (FLUENTS) constructof PDDL. In this work, we
introducea thoughtfully designedich collectionof genetic
operatorsThus,we provide anew formulationof themacro
spaceand show the importanceof viewing macro-learning
asa searchproblem. Firsttime in the macroliterature,we
investicatethepotentialof exploring non-obserablemacros
andthusgive interestingnsightsinto the macrospace.

2Macro geneation source generallymeansexample plansor
problemsthedomain,ortheplannerhowever, this paperconsiders
only given example plans(producedby the given planner)asits
speci ¢ macrogeneratiorsource.



Addressinga researchproblemrequiresboth an appro-
priate problemformulation(i.e. macrospacefor this work
or feature/characteristgpacefor learningin generaljanda
suitablesolution mechanism(i.e. learningmethod). The
researchquestionasled in this paperrelatesto the prob-
lem formulation. For the solutionmechanismary suitable
methodcould be used;in this work, we usethe framevork
becausst is corvenientfor the logical extensionsrequired
toinvesticatetheresearclyuestion Neverthelessthesearch
spacdormulationis signi cant for macro-learningsno ex-
isting methodlearnnon-obserablemacros. Further learn-
ing non-obserablemacrogreatlyfacilitatesconstructiorof
acomprehensie macro-libraryfor futurereuse.

In essencewe address key limitation of mostexample-
based(macro)learningmethods. A collection of example
solutions(i.e plans)normally do not capturemary impor-
tant system(i.e planner/domainfeatures. Our effort is to
learn knowledge (i.e. macros)that could be learnt from
other example solutions(which are not given). While ex-
isting macro-learningnethodscapturewhat(in termsof ac-
tion sequencese. macros)the plannersdo (asthey pro-
duceplans),we strive to learnwhat elsethe plannerscould
do. Plannersormally make quick decisionsduring search
anddo not explore mary potentialchoices. Our investica-
tion pavesthe way to examinethe unexploredchoicesand
provide the plannerwith other potentially good choices,if
available. From learningperspectie, we thusmalke a very
signi cant contritution; to the bestof our knowledge which
is alsonovelin themacroliterature.

In therestof the paper we describeour motivationsand
review the framevork. We further analysethe macrospace
andpresenburexplorationapproachlastly, we provide our
experimentakesultsandpresenbur conclusions.

Motivations

From one philosophicalperspectie, learningfor a system
is capturingits behaiours. This meansobservingwhatthe
systemdoesin differentsituationsandlater suggestingt to
do the samein future similar situations.However, learning
shouldnot be con ned only within this. A learningmethod
shouldtry to infer and/orderive whatelsethe systemcould
doin thesimilar situations.Thisis to helpthe systemobtain
comprehenske behaiours. The highestlevel motivation of
this work is to learnwhat elsea systemcould do (not what
it currentlydoes)for its betterment.

Conceptuallylearningfrom examplesis restrictedby the
givenexamplesusedduringtraining. A normallearnercould
captureonly the behaiours con ned within the examples.
Note,evenahugenumberof exampleganightnotsufciently
cover the characteristispaceof a given system. Also, the
selectionof appropriateexamplesis very dif cult andre-
quiresdetaileddomainspeci c analysesFromlearningper
spectve, it is thereforevery importantthat an intelligent
learnerearnsknowledgethatgoesbeyond givenexamples.

Technically our nal targetis to build a comprehensie
macro-library Differentmacrosin thelibrary will normally
have their usein solving different subproblems. We are
thereforeinterestedn learningall potentiallygoodindivid-
ual macros;from a pool of suchmacroswe thenintendto
selecta few macrosasa combination. While doing so, we

askthe questionAre the non-obserable macrosworth ex-
ploring?”. This helpsus understandvhetherexisting meth-
ods(in thelong history of macroliterature)lack something
in termsof themacrosthey couldlearn.

Framework Preliminaries
Theframevork is basedn anevolutionaryalgorithm. Evo-
lutionaryalgorithmsrepeatedlyoftenfor agivennumberof
epochsyenerataew individuals(macrosn this case)from
currentindividuals by using given geneticoperators;only
the bestindividuals (evaluatedby tness values),however,
survive throughsuccessie epochs Evolutionaryalgorithms
conductanoptimisationbasednulti-point searchon the so-
lution space.Geneticoperatorgrovide searchdiversity by
exploring otherpossiblesolutions(individuals)in theneigh-
bourhoodof the currentsolutionswhile evaluationmethods
provide corverging searctguidanceby keepingonly thebest
solutions.Maintaininga balancebetweerthemis therefore
crucially important. Evolutionary algorithmshave promis-
ing resultsin learningcontrolknowledgefor planning(Aler,
Borrajo,andisasi2001)andhavelittle succes# generating
plans(Westerbeay andLevine 2000).

Figure 1 roughly presentsthe architectureusedby the
framework. At the core, it hasa macrogeneator and a
macroevaluator. The generatodifts macrosfrom gener
alisedplansof the seedingproblems(by the obsener) and
thenevolvesthem(by the evolver). The evaluatorcompares
the generatednacrosby solving the ranking problems(i.e.
by experiencingdirectly) and then ranking them basedon
the time performanceobtainedwhile using them (i.e. by
rewarding and penalising). Only the bestmacrosform the
currentmacropopulationtake partin the next iteration of
themacrogeneratiorandevaluationprocesses.

| Rank.ingProbsi | Plannerl Domain | Seeding?rob{s

7 [’
CRaNarding Evaluator Experiencin@ (CollectoD

X

| Newly Generated/lacros|

(Evolver Generator Obsemer)

| CurrentBestMacrosl | GeneralisedPlans |

¥
| MacroEnhance(Domainl
Figurel: Themacrospacesxplorationmethod

Macro Generation

The collector subprocessn Figure 1 solves a numberof
smalf seedingproblemsby the planner It thengeneralises
theplans(seethegeneanlisedplanin Figure2) replacingob-
jectsin the problem(e.g. bs) by variableshaving identical
namege.g. ?bs); however, theconstant$n thedomain(e.g.
in , out , etc.) remainunchangeds they normally have
designatedolesin the domaindynamics(not in Figure 2
though).The genertor thenusesa numberof geneticoper
ators to generatectionsequencewhich arethencompiled
into resultantactionshaving parameterspreconditionsand
effects(seeFigure?2).

By problemsizeor dif culty level we mean thetime required
by thegivenplannerto solve the problemwith theoriginaldomain.
Given a planner a particular10 blocks problemcould be solved
morequickly (soeasierkhana particular7 blocksproblem



Actual Plan GeneralisedPlan Macro& ResultantAction
(pick bITeftin) (pick ?bIleft in) (pick ?b3left out)
(pick b2rightin) (pick ?b2rightin) (move outin)
(movein out) (movein out) (drop?b3left in)
(dropblleft out) (drop?b1lleft out)
(dropb2right out) (drop?b2right out) actionpick-move-drop
(pick b3 left out) (pick ?b3 left out) parametePb3
(move outin) (move out in) precondand...)

(dropb3leftin) (drop ?b3 left in) effect(and...)
Figure2: Plangeneralisatiomndmacroconstruction.

The genetic operatorsused by the implementationin
(Newton et al. 2007)are shown in Figure3. Theseoper
atorsgeneratenly macroghatoccurin theplans(produced
by the planner)of the givenseedingproblems Thelift op-
eratorextractsa randomsequencérom plansandthe other
operatorgproduceits subsequenceand/orsupersequences
thatalsooccurin thesameplans.

Eachletterrepresentanactionandits parametersnacrosareactionsequences

Plans ABCDEFGHKj LMNPQ j Plansof seedingoroblems

Macros | CDEFG;j appearsn the 1stplan;anoperandor the operators
Extend | BCDEFGj CDEFGHj B precedesH succeed€DEFGin 1stplan
Shrink CDEFj DEFG| Discardoneactionfrom eitherendof CDEFG

Split CDEj FGj CDj EFGj Split CDEFGatarandomposition
Lift MNP j STUV| Lift randomlybut asappearsxactly in aplan
Figure3: Geneticoperatorausedin (Newton etal. 2007).

Theframevork representsnacrosbothasgeneralisedc-
tion sequenceandasresultanfctions(seeFigure2). While
the actionsequenceare usedfor macrogenerationthere-
sultantactions whenaddedto the domainsfacilitatemacro
exploitationduring planning(non-learningplannerssupport
only actions).Randomlyselectedyeneticoperatorgroduce
new actionsequenceBom macros'constituentictions.The
new sequencearethencompiledinto resultantactionsby
thewell-known regression-basedction compositiof.

Macro Evaluation

The evaluationmethodproducesan augmentediomainfor
eachmacroby addingits resultantactioninto the original
domain. It thensolvesa numberof ranking problemswith
the plannerusing both the original domainandthe macro-
augmenteddomainundersimilar resource(e.g. time and
memory)limits. The rankingproblemsarelarger thanthe
seedingproblems;they arenot so smallbecausdime gains
cannotbe measuregbroperlyfor smallerproblemsithey are
alsonot solarge becausean attemptis madeto solve them
for every macro. The evaluationmethodthenusesa tness
functionF =C S P to give a numericalratingto the
macro. The tness functioninvolvesthreemeasure£over
(C), Score(S), andPoint(P). Caover measureshe portion
of rankingproblemssolvedwhenthemacrois used;note,all
rankingproblemsaresolvable.Scoremeasuresnweighted
meantime gain/lossover all therankingproblemscompared
to whenthey are solved using the original domain. Any
gain/lossfor alarger problemgetsmoreweight. Pointmea-
suresthe portion of the ranking problemssolved with the

“4Action compositionby regressionis a binary, associatie, and
non-commutatie operatioronactionswherethelatteractionspre-
conditionand effect are subjectto the former action’s effect, and
both actions'parameterareuni ed appropriately For furtherde-
tails, pleaseseethe framevork.

augmenteddomaintaking lessor equaltime comparecdto
whenthey aresolvedusingtheoriginaldomain.Note,in the
tness function, Scoreplaysthe mainrole while Cover and
Point mostly counterbalancary misleadinglyhigh value.
For furtherdetails,pleaseseethe frameawvork.

Validation and Pruning

During macrocompilation,the framewvork adoptsa number
of pruning stratgjiesto discardseeminglyinferior macros.
It alsodetectsncoherentmacroshecauseot all actionse-
guencegproducevalid resultantactions. It further detects
inferior macrosduring their evaluation. Bad macroscause
failure to solving a problemwithin given resourcelimits.

The frameawork also validatesplansproducedwith macros
(asneeded).Thereasons certainmacrossometimesause
plannergo produceinvalid plans(probablydueto bugs).

Macro SpaceExploration
This section rst analyseshe whole macro space. Then
it brie y describeour macro-&plorationmethodfocusing
mostly on the adaptatiorof the framework.

Macro Space

Referto Figure4. Coheentmacroshave constituensctions
suchthatthey canbesuccessfullyappliedin orderby satisfy-
ing their preconditionsaccordingly;this meansaformerac-
tion in amacrodoesnot destry ary preconditionof a latter
action(seeMacroClandCz2in Figure6). Althoughmacros
arecollectionsof actions,not all actioncollectionsproduce
coherentmacros.The macrospacehereforeincludesother
macrosthat are incoheent, for example,the seconddrop

actionin Macrol in Figure6 is inexecutablebecausef the
rst drop action. Observablenacrosarea subsebf coher

entmacroshut arefoundin agivenmacrogeneratiorsource.
Themacrogeneratiorsourcefor thiswork is agivencollec-
tion of plansproducedy the givenplanner

N CoherenMacrosC IncoherenMacrosl|

\
ObsenableMacrosO | Non-obserable Non-obserable

IncoherenMacros

IfC=M
_____'_// C=0[Nc [I:N|

Figure4: ThemacrospacgM) for GripperFF

A macrois observableif it canbe directly obsered in
a generalisedpblan or is equivalentto anotherobsenable
macro. Note, possibleconcurrenciesiretakeninto account
while looking for amatchbetweera givenmacroandagen-
eralisedplan sggment; for example,Macro C2 in Figure 6
is obserable from Plan B becauseahe drop and the pick
actionsareconcurrentlyexecutable.

I coherenMacros

DifferentParameterisation

SamePartial Order

SameResultanfAction

(pick ?b3left in)
(movein out)
(drop?b3left out)

(pick ?b4left in)
(movein out)
(drop?b4left out)

(pick ?blleft in)
(pick ?b2right in)
(movein out)

(pick ?b2rightin)
(pick ?blleft in)
(movein out)

(pick ?b1left in)
(movein out)
(move outin)
(pick ?b2rightin)

(pick ?b1left in)
(pick ?b2right in)

Figureb: Differentequivalentmacrosfor GripperFF

Two macrosare equivalentwhenthey have the sameac-
tion sequencébut have different parametemamesand the



parametersare uni able (seeFigure 5 Column1). Two
macrosareequivalentlsowhenthey have actionsequences
thatareequialentin partialorder(seeFigure5 Column2);
this can be checled by enforcinga canonicaltotal order
ing of the constituentactionsin the macros. Further two
macrosare equivalentwhenthey have equivalentresultant
preconditionsand effectsandthe longerone of themhasa
subsequencgroducingno effect (seeFigure5 Column3).

Figure 6 shows three plans of a single problemin the
Gripperdomain. Thereare other possibleplanswith dif-
ferentaction sequenceand usingdifferentgrippers. Con-
sideringpossiblepartial orderingof theactionsin theplans,
CoherentMacroC1lis obserableonly from PlanA but not
from PlanB or C. A similar assertionholds for Coherent
MacroC2. IncoherentMacrol however cannotbe obsered
in ary plans. In general,certainaction sequencesre ob-
senableonly in (or notobsenrableatall from) certainplans
of the sameproblemor the otherproblemsn thedomain.

PlanA PlanB PlanC
(pick ?b1left in) (pick ?blleft in) (pick ?b1left in)
(pick ?b2right in) (movein out) (movein out)
(movein out) (drop?b1lleft out) (drop?b1lleft out)
(drop?b1lleft out) (pick ?b3left out) (move outin)
(drop?b2right out) (move out in) (pick ?b2rightin)
(pick ?b3left out) (drop ?b3left in) (movein out)
(move outin) (pick ?b2rightin) (drop ?b2right out)
(drop?b3left in) (movein out) (pick ?b3left out)
(drop?b2right out) (move outin)

(drop?b3left in)

CoherenMacroC1

CoherentMacroC2

IncoherenMacrol

(pick ?b1lleftin)
(pick ?b2right in)
(movein out)

Obsenable in Plan A
Notin PlanB andC

(move outin)
(drop?b3leftin)
(movein out)

Obsenable in Plan B
Notin PlanA andC

(drop?bleftin)
(movein out)
(drop?bright out)
(move outin)

Not obserableata

Figure6: Obserableandnon-obserablemacros.

Deterministicplanners(e.g. FF) producethe sameplan
every time a problemis solved; the plansthusexhibit only
certainpatternsi.e. repetitionof certainaction-sequences.
For example,FF producesplanshaving the patternsshawvn
in PlanA in Figure6; the patternhereis wheneer possible,
carrytwo ballsat atime. Randomiseglannerge.g. LPG)
producedifferentplansin differentrunsfor the sameprob-
lem. Therefore,a numberof sampleplans(for eachprob-
lem) could capturedifferentpossiblepatterns However, the
guestionis how mary sampleplanscan captureall possi-
ble patterns The samequestionarisesfor anytime planners
(e.g. LPG again) that producea plan quickly andcontinue
to producebetterquality planssuccessiely. In general,a
thoroughplanner/domaispeci c analysigs requiredto en-
surethata given examplecollectionencompassesall possi-
ble patterns.Thus,for a givenrandombut nite collection
of plans,it is mostlikely that certainactionsequence§.e.
macrosyemainnon-obserable. It shouldbenotedherethat
non-obserable macroswill not be found in domains(e.qg.
Ferry) wherethereeffectively exists only onepossiblepat-
tern(e.g.embark-sail-unload) for eachsubproblem.

Search Space
Most existing macro-learningmethodsexplore only a re-
strictedpart of the macrospace(the obsenable macrosin

Figure4). In this work, we are motivatedby the desireto
explore the whole macrospaceasit is plausiblethat non-
obserablemacros besidesobsenableones,mayalsohave
interestingpotential. Many recentplannersselectsucces-
soractionshastilywithout consideringevenreasonablyet-
ter choices /et aloneevery possibleoption available. Many
learningmethodsuseexampleproblemsthat do not neces-
sarily cover variouspossiblesolutionstructures.Searching
non-obserable coherentmacros examine the unexplored
choicesand nds otherpossiblesolutions.

Interestingly non-obserableincoherentnacroyseeFig-
ure 4) can also be useful during search;this is however
not surprisingas incoherentrelaxed problemsin the form
of heuristicshave beenproved to be very useful. Incoher
entmacroscould similarly be helpful for plannersthatuse
relaxed-plan-basedtieuristics. An incoherentmacromight
be applicablein the relaxed plan spaceand yield a more
useful heuristic distanceestimatethan could be achieved
without it. More generally anincoherentmacromight of-
fer searchguidanceadespitebeinginexecutablglik e the sec-
onddrop actionof theincoherenmacroin Figure6). Note,
plannersassumecoherentdomaintheoryanddo not check
correctnes®f an actionmodel. Also note, macrosare for
automatecplannershot for humans.Therefore,addingin-
coherentmacrosto the domaindoesnot destry the clarity
of the domainto the humansaslong asthey do not cause
invalid plansto be produced.The motivation of thiswork is
to speedup planning,evenif themacrost learnsto achieve
thatgoalarenotintuitively naturalor actuallyinexecutable.

We theoretically explore the entire macro space. The
macrospaceis exponentialasmacroshaving ary numbers
of actionsareto be explored. However, for practicalrea-
sons,certainmaximumlimits are imposedparticularly on
thenumberof constituentctionsn themacrosandthenum-
berof uni ed parametershey have. The macrospacestill
remainshugeandin theorderof N, whereN isthenumber
of domainactionsandL is thenumberof actionsin amacro.
Any bruteforceor systematidut exhaustve searchmethods
are thereforenot suitablefor the macrospaceexploration;
even Macro-FFs macro-learningnethodis not suitablefor
thatasit hasnosearchyuidance Wethereforeadopttheevo-
lutionarymacrolearningmethodof the framework to utilise
its searchguidance;we then extend the methodfurther to
obtaintheresearclgoals.

Extensionsto the Framework

As noted before, we reformulatethe searchspaceof the
framework; which meanswe make changesonly to the
macro generationmethod but use the macro evaluation
methodcompletelyunchanged.

Besidesusing the restricted genetic operatorsin Fig-
ure 3, we introducea numberof other operatorgseeFig-
ure 7) that include various plausible local searchopera-
tors. For eachmacro, the proposedoperatorsensureex-
plorationof a large numberof its neighbourhoodsFurther
motivations behindthe operatorselectionsare as follows.
Good/badsolutions(macroshere)normally remainin clus-
ters. Discarding/adding/altering good/badcomponentx-
ploresothersolutionsin the sameclusterof a macro.Com-
bining good/badcomponent®f two solutions nds a third



good/badsolution. Constructinga solutionfrom scratchen-
surediversityof theexploration.Note,theoperatorsetmay
not be minimal in ary sense.Furthernote, effectiveneswof
ary operatoiis nottested. Themainconcerns how thenon-
obsenablemacrogerform;operatoraredesigneduchthat
non-obserablemacrosaregenerated.
Eachletterrepresentanactionandits parameteranacrosareactionsequences

Plans ABCDEFGHK|j LMNPQj RSTUVW]j Plansof seedingprobs
Macros CDEFG(appearsn 1stplan)j KQTV (random;anoperand)
Annex PCDEFG] CDEFGPj Add P beforeor after CDEFG

Inject CWDEFGj CDWEFGj CDEWFGj CDEFWG;j Insertw
Delete CEFGj CDFGj CDEG]j Deleteamiddleactionfrom CDEFG
Alter VDEFGj CDVFG j CDEFV| Replaceanactionin CDEFGby V
Concat CDEFGKQTVj KQTVCDEFGj Concat.two macroseitherway
Crosseer | CDETVj KQFGj Onemacros pre x plusanothemacros sufx
Assemble | DGMT j NVF j Accumulateactionsrandomlyto form amacro

Figure7: Geneticoperatordor evolution of macros.

To initialise the macropopulation,we uselift and con-
structoperatorsThe operandmacrosareselectedandomly
from the currentpopulation. Several of the operatorqe.g.
anne, inject, alter, andassembleusedin thiswork, but not
in the otherimplementatiorof the framework, alsorequire
operandactions. The operandactionsareselectedrom the
constituentactionsof the macrosin the currentpopulation
or arelifted from the generaliseglansof the seedingorob-
lems. Both optionshave certainmerits and implications.
Conceptuallyconstituentaictionsfrom themacrosn thecur-
rentpopulationaregood. This is becauséhe currentpopu-
lation always keepsgood macros(as explored so far) and
so their componentswill normally be good. Technically
theseactionswill have certainparametersn commonamong
them. Suchoperandactionsthushelp obtainsearchconver-
gence(seeFigure8). Ontheotherhand,actionslifted from
generaliseglansarerandomandhelp obtainsearchdiver-
sity (seeFigure 8). We thereforeconsidertwo versionsfor
eachgeneticoperatorthatrequiresoperandactions.

CurrentPopulation Cornveming Effect Diverging Effect
Macrol Annex 1st Drop actionof | Annex arandomlychosen
(pick ?blleftin) Macro2 to Macro1. The | Pick action to Macro 2.
(pick ?b2rightin) | 4,1 tmacroconvergesas | Theoutputmacrodiverges
(movein out) it capturesfurther of the | from capturinga subprob-
Macro2 same subproblemadding | lem and also addsa new
(movein out) no new parameters. parameter
(drop?blleftout) | (sick 2p1leftin) (movein out)
(drop?b2rightout) | (sici 2b2rightin) (drop?b1left out)
Macroshaveshared | (Movein ou (drop?b2right out)
parameters. (drop?b1left out) (pick ?b3left out)

Figure8: Effect of operandactionselections.

The pruning rules usedin this work include limits on

a macros parametercount and constituentaction count.
To ensureirrelevant actionsare not part of a macro, we

checkfor sharedpbarametersif arity is non-zero)notcausal
links, betweenits constitueniactions. Note, this work is to

learnary macrosthat help speedup the search.Enforcing
causallinks overrulesary possibleconcurrenciesndauto-
correlationsvithin amacro.Neverthelessywe prunemacros
thathave oppositditeralsin theirresultanpreconditiong&nd
effects; macrosthat have other mutually exclusive literals

arenotprunedout. To avoid repetitionswe checkduplicate
andequialentmacroswe thusevaluateonly new macros.
Oncethe whole macrospaceis selectedor exploration,
anohvious questionis why we useactionslifted from gen-
eralisedplansbut not actionsfrom the domain. The main
reasonis we use macrosthat occur in plans as a base-
line or (seedslyandthenwe try their neighbourhoodsthus
the randomnes®f the searchprocesss somavhat guided.
The otherreasonis the corveniencein parametemuni ca-
tion. Theuseof domainactionshasthedisadwantagehatno
knowledgeis availableabouthow to unify parametersvhile
composingconstituentactions. On the otherhand,actions
lifted from generaliseglanscanbeeasilyuni ed by match-
ing their names.More generally mary domainspeci c is-
suesarenormallyfoundresohedin plans.Theevolutionary
algorithmis to capturethoseaspectsrst andthenevolve
themto producesameor betterquality aspects.The useof
domainactionsdirectly doesnot facilitatethat; the learning
procesdecomesnorerandom.

Experiments

To demonstratesuccesdor arbitrary planners,we choose
severalcurrentstate-of-the-amplanners- FF, LPG,VHPOR
SGPlan, SatPlan,and Fast Downward (FD); theseplan-
ners have different basearchitectures. However, the do-
mains chosen(describedbelow) include several newv and
modi ed benchmarkdomains(available from the website
http://personal.cis.strath.ac.ukienton/planning.html).

1. Gripper domain(3 actions)hasa robot with 2 grippers
(constantsjo carryballsbetweer? rooms(constants).

2. NumMeaswrmentdomain (10 actions)involves pouring
and lling jugs of certainvolumesto measureary vol-
umeandputting x edweightson andoff on a scaleboth
additively andsubtractiely to measurery weight.

3. PropExploer domain(12 actions)is a modi ed Rovers
domainhaving only onerover. It hascertainduplicate
structuresliminatedandnew structuresadded.

4. NumReliefworkdomain (12 actions)is basedon a ood
victim supportingscenario.A patrolboat,a pickupboat,
andanamlulancerespectrely deliversrelief packsto the
victims, andtakesthemto the shelteror to the hospital.

Unfortunately we could not effectively usethe bench-
mark domainsfrom the InternationalPlanningCompetition
(IPC) non-learningtrack. The reasonsare describedn as
muchdetailaspossiblebelow:

1. Becausemacrosare compiledinto regular actions, the
framevork canbe usedonly for STRIPSandFLUENTS
domains.This excludesdomainswhich have no proposi-
tional or numericalversion(e.g.UMTranslog).

2. The actionsmustbe generalisedor all problemsin the
domain.We cannotuselPC4and5 domainge.g. Airport,
Promela,PSR,TPR and OpenStackpecausef this. In
thesedomainsactionsare FF-compiledproblem-speci ¢
groundedversionsof their ADL counterparts.

3. Morethan5-6parametergracticallyproducehugenum-
bersof groundedactions. Therefore,macrosthat have
too mary parametersormallyturn outto beuselessBe-
causeof this, we cannotuse domainslike ZenoTravel,
Pipesvorld, and TPR. Notice thatthe extra parametersn



thesedomainsare only dueto the dif culty with mod-
elling discretesequenceby logical predicates.

4. Theframework requiresanumberof seedinglusranking
problemsthatmustbe solvableby the plannemwithin rea-
sonablgimes(0.5—-10secs).No effective learningis pos-
sible without sufcient previous experience. We cannot
usethe RoversandSettlersdomainsdirectly asproblems
in thesedomainsaretoo hardfor theplanners.

5. For effective learning, the training problemsmust have
uniform characteristicsln the Depotdomain,smallprob-
lems are of transportatiortype but medium-sizedprob-
lemsareof blocks-world type;sufciently largeproblems
exhibit bothtypesof characteristidut arenot solvableby
theplannerswithin reasonabléime limits.

6. No learningis possiblefor a problemwhich hasnotbeen
experienceefore.In Settlersdomains problemsdo not
include all possiblesubgoals;this meansno learningis
possiblefor a subproblenthatit is notfoundin thetrain-
ing examples.Note,in this work, we evolve unseersolu-
tions, not solutionsof unseerproblems.

7. CurrentPDDL-actionbasedccompiledmacroscannotcap-
ture ary looping-structures.We thereforecannoteffec-
tively usedomainslike FreeCell, Tower of Hanoi, TSR
SlidingTiles, and Sokoban. Alternative encodingsn the
newly introducedOBJECTFLUENTS of PDDL will fa-
cilitate learningof macrosn someof thesedomaing(e.qg.
FreeCellandTower of Hanoi).

8. For successfulearning of the non-obserable macros,
the domainsshouldeffectively have signi cantly differ-
entchoicesavailablefor eachsubgoalpresumablymary
of the choiceswould normally remainunexplored. Be-
causeof this, we cannotusedomainslike Satellite(only
sequencas TurnTo-Takelmage),Ferry and a few other
transportatiomomains.

Note,Macro-FF(Boteaetal. 2005)andMARVIN (Coles
and Smith 2007a) can use a few of thesedomainsbe-
causehey arestand-alon@lannersaandhave their own non-
standardnacrorepresentationAs discussedmostIiPC do-
mainsare not suitablefor this work. This raisesanimpor
tant concernwhetherlPC benchmarkdomainsplus prob-
lems are adequatelysuitablefor every researchrelatedto
planning. Neverthelesswe createnew and/ormodi ed do-
mains(available online asnotedbefore)to conductthe ex-
perimentssuccessfully Furthermore the domainsusedin
theexperimentposesufcient challengeo the state-of-the-
artplannergseeFigure9).

After the training, we use a set of testing problems
to demonstrateperformanceof the suggesteduinobsered
macros. The testingproblemsare larger than the ranking
problemsandmayincludeunsolvablénstances.

Results

Experimentsavererun on several identical computerseach
having aPentium4 Dual Coreprocessqr3GHzclock speed,
512KB cachememory and 2GB physical memory There
were5 seeding20ranking,and50testingproblemdor each
plannerdomainpair. The seedingandtherankingproblems
were randomly generatecout were solvable in 10 and 20
secsrespectiely using 1GB memory To solve eachtest-
ing problem(alsorandomlygenerated)the maximumtime

limit was1800secswhile the memorylimits wasthe same
1GB. For randomisedplanners(e.g. LPG), eachproblem
was solved 5 timesto obtaina distribution. The limits on

maximumaction-countand parametecountwere 8 and 6

respectiely. Note, the macrospaceis still hugewith do-

mainswith about10 actions;a larger spacecould of course
be exploredwith moresearcheffort. Neverthelessthe max-
imum numberof training epochswas 75 while the popu-
lation sizewastwice the numberof actionsin the domain.
Eachgeneticoperatorwas selectedwith equalprobability

The maximumattemptsallowedfor eachnew macrogener

ationwas999,999.A macrowasprunedout during evalua-
tion if morethan50% problemswerenot solved. Thelearn-
ing procesavasterminatedf atleastl replacemenivasnot
madein every 15 epochsNote,mostparametevalueswere
hand-craftecindwerechoserintuitively; thisis becaus¢he
emphasids not on improving learningef ciency ratheron

shaving the potentialof non-obserablemacros.

S%problemsaresolvedonly with theaugmentediomainands%only with theoriginal domain.
T% problemstake lesstime with theaugmentedlomainandt% with the original domain.

L% problemshave lessplanlengthwith theaugmentedlomainand|% with theoriginaldomain.
(P%,p%)is (mean dispersionpf plantime (T ) performance T orig Taug )=Torig
(Q%, q%) s (meandispersionpf planlength(L ) quality (L orig L aug )=L orig -

K denotegheK th bestmacrolearntin therandomrun reportedfor the domain-plannepair.

domain-plannemacio-K +S-s +T -t P p +L -l Q q
Measurement-FF-Blved-0 +0-0 +98-2 86 2 +6-94 -17 1
Measurement-FF-Blved-1 +0-0 +100-0 85 2 +0-100 | -35 2
Measurement-FF-Obses +0-0 +96-4 69 3 +6-94 -15 1
Measurement-SGPlan-Blved-0 | +36-0 +52-4 64 12 +8-50 -14 1
Measurement-SGPlan-Blved-1 +38-2 +52-0 73 6 +12-44 9 2
Measurement-SGPlan-Obseds +30-0 +40-14 | -93 89 +12-46 -10 3
NReliefwork-FF-Catalytic +44-0 +56-0 99 0 +0-54 -4 0
NReliefwork-FF-Catalytic +44-0 +56-0 99 0 +0-56 -3 0
NReliefwork-FF-Obsered +44-0 +56-0 99 0 +0-56 -4 0
NReliefwork-SGPlan-Eulved-0 +8-0 +92-0 84 1 +0-92 -4 0
NReliefwork-SGPlan-Eulved-1 +8-0 +92-0 83 1 +0-92 -4 0
NReliefwork-SGPlan-Obsead +8-0 +92-0 79 1 +0-0 00
GripperFD-Ewlved +0-0 +100-0 83 1 +0-100 -46 0
GripperFD-Obsered +00 +100-0 85 1 0-100 -30 0
GripperFF-Ewlved-0 +62-0 +38-0 92 0 +0-38 -39 0
GripperFF-Ewlved-1 +62-0 +38-0 92 0 +0-38 -39 0
GripperFF-Obsered +2-0 +38-0 78 2 +0-38 -19 0
GripperLPG-Ewlved +0-0 +100-0 12 0 +0-100 57 0
GripperLPG-Obsered +0-0 +100-0 56 0 +0-100 -22 0
GripperSatPlan-Ewslved-0 +20-0 +68-6 53 5 +0-78 -32 2
GripperSatPlan-Ewvlved-1 +20-0 +68-8 52 6 +0-78 31 1
GripperSatPlan-Obsepd +16-2 +42-26 | -57 54 +0-50 9 1
GripperSGPlan-Catalytic-0 +0-0 +100-0 62 0 +100-0 22 0
GripperSGPlan-Catalytic-1 +0-0 +100-0 62 0 +100-0 22 0
GripperSGPlan-Obserd +0-0 +100-0 67 0 +0-100 2 0
GripperVHPOP-Ewlved-0 +30-0 +64-2 90 4 +0-64 22 1
GripperVHPOP-Ewlved-1 +30-0 +64-6 91 3 +0-64 -28 2
GripperVHPOP-Obsered +24-0 +62-4 81 5 +0-30 -8 1
PExplorefFD-Ewlved-0 +74-0 +26-0 70 3 +12-12 01
PExplorefFD-Ewlved-1 +74-0 +26-0 71 3 +20-6 11
PExploresFD-Obsered +74-0 +26-0 76 2 +24-0 6 1
PExplorefFF-Ewlved-0 +18-0 +82-0 72 1 +8-74 -4 0
PExplorefFF-Ewlved-1 +16-0 +82-0 73 1 +30-52 10
PExplorefFF-Obsered +16-0 +82-0 73 1 +82-0 9 0
PExplorefLPG-Ewlved-0 +24-0 +52-0 66 1 +0-42 -4 0
PExplorerLPG-Ewlved-1 +20-2 +52-0 67 1 +0-52 -12 0
PExplorefLPG-Obsered +4-0 +52-0 70 0 +0-52 -12 0
PExplorerSGPlan-Ewlved-0 +0-0 +100-0 54 1 +0-100 ;11 0
PExplorerSGPlan-Ewlved-1 +0-0 +100-0 53 0 +0-100 -20 0
PExplorerSGPlan-Obseed +0-0 +100-0 52 0 +98-2 20
VHPORFD,SatPlardo not supportFLUENTS; VHPOR SatPlardo not solve PExplorerprobs

Figure9: Resultsfor unobseredi.e. evolvedmacros

Figure9 and10 presentresultsandsamplechartsrespec-
tively for the bestperformingunobsered (i.e. evolved)and
obsened macros. The resultspresentedor eachdomain-
plannerpair are collectedfrom two runs— oneto learnob-
senablemacrosonly andthe otherto learnbothobserable
andnon-obserablemacrosbhut with the objective of consid-
eringonly the bestnon-obserablemacros.
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Analysis
The qualitatve achiezementsare presentedas hypotheses
with properjusti cations madeby theresults.

Hypothesis1 Non-observablemacios learnt in this work
improve plannes’ performance®n domainssigni cantly.
Justi cation: As describedbefore,a diversecollection of
geneticoperatorsisedin thiswork exploreshothobsenable
and non-obserable macros. Resultspresentedn Figure9
showv usingunobsered macros not only canproblems(see
+T) be solved much faster(seeP) with differentplanners
on different domains,but also mary unsohable problems
canbe solved (see+S). For 6 out of 14 presentedlomain-
plannemairs,theunobseredmacrosclearlyoutperfornmthe
obsered macros.In other3-4 casesthe performancesire
atthe samelevel. In theremaining4—5 casesvherethe ob-
sened macrosperformbetterthanthe unobsered macros,
the plannerswereeitherLPG or FD. LPG is a randomised
planner;soeachproblemis solved5 timesto obtaina distri-
bution. Obsenrability checkingis alsoperformedagainstall
sampleplans; clearly the spaceof non-obserable macros
becomesmallerhere. FD is a plannerthat exploits hierar
chical problemdecompositiortechniquegiuring planning.
Macrosalsorepresenbnekind of abstraction.Becauseof
this, nding usefulmacrosfor FD is someavhat moredif -
cult thanthatfor the otherplanners.
Neverthelessgxperimentalresultsand the above analy-
sisjusti es the hypothesis.Note, the objectie of this work
is not to claim that the non-obserable macrosare always
betterthanthe obserablemacros.The bestobserableand
non-obserablemacrosmay have their usein solvingdiffer-
entsubproblemstherefore their comparisormight become
irrelevant. Our nal objectieis tolearnamacro-setnotin-
dividual macros)consideringpossibleinteractionsbetween
the selectedmacros. However, at this stage,we are inter-
estedin learningall reasonablygood macrosto construct

20

problems

50

problems

Figure10: Sampleunobsered(i.e. evolved) macrosmonotonicallyincreasindinesarefor original domains

a comprehensie macro-library Different macrosin the
macrolibrary may capturedifferentcharacteristideatures.
Theresultsshav bothobseredandunobseredmacrosonly
to give notionsabouthow their performanceselateto each
other;performancatthe samdevel areconsideredatistc-
tory for theresearcltobjective. As a nal note,we canlearn
non-obserablemacroghatno existing methoddearn. =

Hypothesis2 Theke exist incoheent macios that, despite
beinginexecutablehelp speeduseach (catalyticmacros.

Justi cation: This is a very interestingresultfrom the ex-
periments.Catalyticmacrosareobsenedto have unsatis -
ablepreconditionsandincoherentctionsequencedespite
suchmacrosareinapplicablein actualplans,they arevalid
in relaxed plans. They thereforeaffect relaxed plan based
searchhodeevaluationandthuscausechangesn planners'
searchbehaiours. Coherentmacroscould have similar ef-
fect; however, catalyticmacrosareof interestherebecause
they areincoherent. Performanceof catalytic macrosfor
NReliefwork-FFandGripperSGPlarareshavnin Figure9.
There exist examplesfor other plannersand domainsas
well; thoughusefulto certainextents,they however did not
appeatin thetop suggestedists.

An investicationwith FF in the Gripperdomainsuggests
in mary casegheeffectof theincoherentnacro(i.e. thecat-
alytic macrohere)in Figure6 is somavhatcontraryto what
normally is expectedfrom macros(seeFigure 11). With
macros,somepreviously unpromisingsearchnodesshould
normally becomepromising as macros, counted as sin-
gle regular actions,reduceheuristicvaluesof somesearch
nodes.Note,accordingto FF's heuristic,the rst successor
nodethat hasa strictly lessheuristicvaluethanthe current
nodeis considerecpromising;the searchcontrol o w thus
goesthroughthepromisingnode.Catalyticmacroshave the
sametype of effect, too. However, more interestinglyin



mary caseghey alsomake the previously promisingnode
unpromisingandthusintroduceplateausthe searchcontrol

thusgoesto the rst successoin thenext level of thesearch
tree starting at the currentnode. The searchbehaiour is

thereforecompletelychangecandasa consequencgreater
solution speedis achieved. So knowing that the catalytic
macromight producelongerrelaxed plans,the questionat

this point is why FF choosesthe catalytic macroinstead
of regular actionswhile computingits relaxed plans. As-

sumptionsthat this could be dueto someactionsorderings
(e.g. physical orderingin the domainandlexicographicor-

deringof theaction-identi ers)donothold; theexactreason
is thereforenot known. Any in-depthstudywasnot possi-
ble for otherplannersas, unlike FF's, their detailsare not

convenientlyaccessible.
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Figure1l: How macrosaffect FF's searchcontrol.

After FF, its relaxed plan basedheuristichasbeenused
in variouswaysin mary state-of-the-arplannerswhichin-
cludeVHPOR FD, LPG, SGPIlan;note,theseplannersalso
won the recentinternationalplanningcompetitions.There-
fore, catalyticmacrosalthoughseenusefulonly for afamily
of relaxed plan basedplanneramight have a signi cant im-
pacton currentplanningresearch. [

Training Effort

In essencethis work is to demonstrat@otentialof the non-
obsenablemacros.Its performances, therefore not mea-
suredn termsof thetrainingeffort spent.Note,IPC6Learn-
ing Track allows morethanoneweekfor training; the con-
cernis how planningis improvedwhenthelearntknovledge
is exploited, no matterhow long the training processruns.
NeverthelessFigure 12 depictsthe training effort required
for plannerson domainsto learnthe bestmacros.To speed
up the learning processthe intuitively chosenparameters
(e.g. population-size epoch-countoperatofprobabilities,
replacement-heel, etc.) areto betuned.

Thebestmacrowasfoundin K thepochspendingotal Tt trainingandT, rankingtime (hours).
To nd thebestmacro,total G nev macroswveregeneratedh A attemptsupto theK th epoch.
AmongtheG new macrosE werefully evaluatedwithout beingprunedduringevaluation.
While total E macroswerefully evaluatedR of themin total replacedheir inferior parents.

domain-planner K Tt Tr R E G A
Measurement-FF 73 10.6 10.4 106 720 888 224664
Measurement-SGPlar| 65 4.5 4.4 117 654 792 136224
GripperFD 44 13.7 13.6 28 144 270 28280
GripperFF 8 29 2.9 19 19 54 2322
GripperLPG 53 55.7 55.6 29 202 324 104292
GripperSatPlan 16 0.2 0.2 18 86 102 7344
GripperSGPlan 16 25 25 27 42 102 10506
GripperVHPOP 12 0.5 0.5 20 78 78 3978
PExploresFD 20 16.9 16.9 106 | 475 504 21168
PExploresFF 56 75.5 75.5 143 | 993 1368 221616
PExploresLPG 22 118.6 | 118.6 | 114 | 337 | 24288 | 221616
PExplorerSGPlan 14 15.5 15.4 94 277 360 10440
NReliefwork-FF 37 16.8 16.7 106 | 871 912 338352
NReliefwork-SGPlan 21 8.9 8.8 102 412 528 47520

Figurel2: Trainingeffort spentto learnthebestmacros

Conclusion

In this work, we learnmacrosthat are not obserable from
given exampleplans. Suchmacrosinclude thosethat are
notexploredby ary existing characteristic-orientehethods
andthathave actionsequencesot exploredby theplanners.
We also addressa key limitation of most example-based
macrolearningmethods A collectionof exampleplansnor-
mally do not capturemary importantplanner/domairchar
acteristics;also, an appropriateexample collectionis very
dif cult to obtain. Our resultspave the way to investicate
macroghatarecurrentlynotlearntandthusopenup the op-
portunityto provide the plannerwith otherpotentiallygood
choicesjf available.Overall, in this work, we corvincingly
shav the importanceof viewing macro-learningasa more
generakearchproblem.

In future, we would like to extend our methodto learn-
ing macrosthatimprove a combinationof plan-time,plan-
length, and plan-metric. Further we would extend our
macro-learningnethodto the temporalactionsandactions
with sequentialooping. For these we have to considerex-
tensionf thelanguageandimplementingsupportingplan-
ners;currently temporalactionsare not closedundercom-
positionandsequentialoopsarenot supportedy PDDL.
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